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Abstract. In this paper we explore the possibility of using automatic techniques to analyse the use of backward causal connectives in large Dutch newspaper corpora. With the help of two techniques, Thematic Text Analysis and Latent Semantic Analysis, the contexts of more than 14,000 connectives were studied. The method of analysis is described. It is found that differences that have been suggested in the literature via hand-based analyses between these type of connectives (for instance on dimensions like subjectivity, change in perspective and factuality of the connected segments) also show up in our corpus of 16,5 million words. 

1. Introduction

The main objective of this paper is to make use of large corpora to test hypotheses concerning linguistic factors determining the meaning and use of connectives. Corpus-based approaches of connectives are not new, but classically they consist of either fully analysed but relatively small corpora, or of 
large corpora of which a random set is analysed. The reason for this quantitative restriction is clear: the data-analyses are completely hand-based.  While these empirical studies are useful from a qualitative point of view, they all suffer from the same quantitative drawback, namely the relatively small number of data (rarely more than 100 occurrences are analysed, mostly only 50).  In addition, most of these analyses are still too analyst-dependent, making generalisations and replications difficult. 

Our purpose is to change this situation by handling exhaustively large corpora (with hundreds and even thousands of occurrences of the same linguistic phenomenon) and by implementing the analysis procedures to make them analyst-independent.  To achieve this goal, we need two components: a series of linguistic hypotheses to test and a number of NLP techniques. 

The linguistic material we want to work on are four Dutch backward causal connectives: aangezien ('since'), doordat ('because of the fact that'), omdat ('because') and, want ('because'). This choice is motivated by the fact that there is already quite some linguistic work on this topic, mainly empirically based (Degand, 1996, 1998, 2000, 2001; Degand & Pander Maat, 2003; Pit, Pander Maat & Sanders, 1997; Pit, 2003; Renkema, 1996, Spooren & Jaspers, 1990).  On the basis of this prior research we have formulated a number of hypotheses concerning the meaning and use of these connectives (Sections 4 and 5). The NLP techniques will fulfil two functions: they will be used to enable the identification and retrieval of the relevant linguistic material, that is to say the connectives with their context of use; and they will be used to analyse the retrieved elements in order to test the hypotheses.  The first task should be fulfilled by automatic syntactic analysis techniques (POS-tagging, heuristic syntactic rules, …), the second task calls for semantic analysis techniques. We have chosen to combine two different techniques: thematic text analysis (Section 3.1) and Latent Semantic Analysis (Section 3.2).  The combination of these different techniques puts our work at the crossroads of two approaches: computational linguistics and content analysis.

2. Materials

As a basis for our analyses we worked with a Dutch newspaper corpus of more than 30 million words
. This material was lemmatised with MBLEM (Van den Bosch & Daelemans, 1999) and POS-tagged using MBT (Memory Based Tagger) (Daelemans, Zavrel, Berck & Gillis, 1996)
. To perform our trial analysis, we selected the issues of the first 6 months of the corpus. We then discarded the items with few content words: sports results, television programmes, crosswords and puzzles, stock exchange reports, service information from the newspaper editor, etc. We then "cleaned' the corpus material of irregularities caused by the incompatibility between the source file and the tagging program (mostly nonsense words generated by the program). This eventually led to a data set of approximately 16,500,000 words. 

3. Semantic information extraction techniques

Our aim in this research is to identify the context of use of four Dutch connectives: want ('because'), omdat ('because'), doordat ('because of the fact that') and aangezien ('since'). This implies that we want to identify the linguistic factors that constrain and determine the use of these connectives.  To retrieve these factors we aim to combine two different information extraction techniques: thematic text analysis (section 3.1) and latent semantic analysis (3.2).  The first one is related more closely to lexical items contained in the segments under investigation, while the second one seeks to distil underlying semantic patterns, i.e. to identify the words with which the connectives are semantically linked. 

3.1 Thematic text analysis

Thematic text analysis (Popping, 2000) is a traditional content analysis technique which allows one to determine whether a specific concept occurs more or less frequently in a given type of text segment. To illustrate this technique, let us assume that we want to test the hypothesis that (nominative) personal pronouns occur more often in text segments connected by want than by other backward causal connectives (see section 5.2). The first step in this kind of analysis is to build a dictionary that contains the concepts to be investigated and the corresponding lexical entries that signal the occurrence of the concept.
 In our case, we would have the dictionary entry “Personal-Pronoun” (the concept) with the corresponding lexical entries: ik, jij, je, hij, zij, ze, wij, we, jullie, u. The following step consists in searching all the text segments containing these lexical entries in order to account for the frequency of each concept in each text segment. These data are put into a matrix that has one row for each text segment and one column for each concept, each cell containing the frequency of the respective concept in the respective text segment. Finally, this matrix is analysed to determine whether some concepts (here “Personal-Pronoun”) occur more often in a given type of text segment (e.g. type of connective, type of coherence relation, syntactic ordering of segments, ...). In Section 5, we will illustrate how this technique was used in the present study.

3.2 Latent Semantic Analysis

A next step in determining the context of use of our connectives is to identify the words with which they are semantically associated.  Latent semantic analysis (LSA) seems to be an adequate candidate for this task (Deerwester et al., 1990; Landauer et al., 1998).  It is a statistical technique for extracting a "semantic space" from large text corpora, which can be used to determine the similarity of the meaning of words, sentences or paragraphs (Bestgen and Cabiaux, 2002; Landauer et al., 1998)
.  The point of departure of the analysis is a lexical table (Lebart et al., 1998) containing the frequencies of every word in each of the documents included in the text material, a document being either a text, a paragraph, or even a sentence. For a large corpus segmented in many different documents, this results in a huge, but very sparsely filled matrix.  To build the semantic space, i.e. extract usable semantic dimensions, this frequency table undergoes a singular value decomposition,  a statistical technique which can be compared to a factor analysis extracting the most important orthogonal dimensions.  

All original words and segments can then be placed into this semantic space. This makes it possible to measure the semantic proximity between each of them.  How is this done?  The meaning of each word is represented by a vector.  To calculate the semantic proximity between two words, the cosine between the two vectors that represent them is calculated.  The more two words are semantically similar, the more their vectors point in the same direction, and consequently, the closer their cosine will be to 1 (which corresponds to coinciding vectors).  A cosine of 0 shows an absence of similarity, since the corresponding vectors point in orthogonal directions (see Figure 1).  The same procedure can be used to calculate the semantic similarity between two or more given segments.


Fig. 1 Vectors showing increasing semantic similarity (cosine between 0 and 1)

In the present study, we used the Dutch newspaper corpus to build the semantic space. To this end, the data set, which had been lemmatised by the POS-tagger, was cut into article-length segments.  Elimination of all digits, special characters, punctuation marks, and of a list of 222 stopwords (e.g. de, het, je, me, hebben, zijn)
, brought the total number of words back to approximately 6.5 million. For the input lexical table (frequency matrix of documents by words), the documents were articles of minimally 24 words and maximally 523 words, i.e. all articles minus the 10% shortest ones (fewer than 24 words) and minus the 10% longest ones (more than 523 words). For the words, we kept all those that occurred at least ten times in the data set. Overall this resulted in a matrix of 36630 terms in 28640 documents.  To build the semantic space proper, the singular value decomposition was realised with the program SVDPACKC (Berry, 1992; Berry et al., 1993), and the 300 first singular vectors were retained.  In the following sections, we propose to use the capacity of LSA to measure the semantic proximity between words and text segments to screen the segments environing causal connectives in our newspaper corpus. 

4. Syntactic distribution of Dutch backward causal connectives 

In this research, we concentrate on four Dutch causal connectives: doordat ('because of the fact that'), omdat ('because'), aangezien ('since'), and want ('because').  These are all so-called backward causal connectives, i.e. they express an underlying causal relation of the type consequence – cause, in which the connective introduces the cause segment. In the following the segment expressing the cause will be labelled ‘P’ and the segment expressing the consequence  ‘Q’.  The connectives doordat, omdat and aangezien can occur in two types of causal constructions: medial (Q connective P) and preposed ones (Connective P, Q).  The connective want only appears in medial constructions. Examples from our corpus are given in (1-5): 

(1) Een gezamenlijk beleid is nodig omdat in het najaar in het Japanse Kyoto wereldwijd wordt onderhandeld over het klimaat.

‘A common policy is necessary because worldwide negotiations will take place in the autumn in the Japanese city of Kyoto.’

(2) In een algemeen convenant met de discotheekhouders heeft de burgemeester geen zin. Maar omdat hij zelf ook wel vindt dat de maatstaf die hij nu hanteert tegenover de discohouders wat 'hard en simpel' is, staat hij open voor overleg.

‘The mayor does not feel much for a general agreement with the discotheque owners. However, because he himself also thinks that the norm that his current policy towards the discotheque owners involves is somewhat “rash and simple”, he is willing to negotiate.’

(3) En voor wie het maar lang genoeg volhoudt, is het bovendien een prettige vorm van fitness, aangezien een stevige kus toch gauw 6,4 calorieën per minuut vergt.

‘And for those who persist long enough, it is also a pleasant way of keeping fit, as a substantial kiss will easily burn 6.4 calories per minute.’ 

(4) Iedere strenge winter heeft gevolgen voor de kerkorgels', zegt dr. A.J. Gierveld van de Gereformeerde Organistenvereniging. Doordat het hout krimpt, kunnen er kieren ontstaan waardoor lucht ontsnapt.

‘Every hard winter has consequences for the church organs”, Dr. A.J. Gierveld of the Reformed Organists Union says. Because the wood shrinks, crocks may show, through which air escapes.’

(5) Zie ik het goed, dan krijgen we de rumoerigste boekenweek in de geschiedenis. Want God zal beledigd en geprezen worden en voor de gelovigen, oude en nieuwe, geldt hetzelfde.

‘If I’m correct, then we’re in for the most turbulent Book Week in history. Because God will be insulted and praised and the same holds for believers, old and new.’

As an illustration of how syntactic and semantic analysis techniques can be combined on large scale data, let us turn to the question whether the syntactic distribution of connectives is constrained by semantic factors.

4.1 Selection of medial and preposed causal constructions

To select the data to analyse we proceeded in different steps making use only of automatic syntactic analysis techniques. First, we extracted all sentence-length segments on the basis of the tag <UT> ('utterance'). We then did a search on the four connectives tagged as <conj> by the parser.  The frequencies are given in Table 1.

Table 1. Frequencies of the causal connectives in the data set

	Connective
	Raw frequency
	Relative frequency 

(per million words)

	aangezien

doordat

omdat

want
	248

826

7689

5621
	30

101

938

686


These figures do not include a number of sentences that were eliminated because they were potentially problematic for the analysis. This was for instance the case for sentences containing more than one connective out of our list of four. 

We then built up a series of heuristics to identify the cause (P) and consequence segments (Q) of the causal constructions present in the corpus.  These heuristics were primarily based on (i) the position of the connective in the sentence (number and type of words preceding the connective), (ii) the number, position and order of finite verbs in the segment, (iii) the presence or absence of punctuation markers, especially commas. For example, a sentence beginning with the connective omdat can either be preposed (P-Q) (example 6), or medial (Q-P), if Q and P are given in different sentences (example 7). To extract these segments correctly, a number of rules enter into play. For example, 

a) If CONN = omdat, doordat or aangezien; and

b) If CONN in initial position, look for first finite verb [vf], if vf appears in segment <… vf, vf …> or <… vf vf …>  then cut before second vf, and segment containing CONN is P, the other one is Q.

c) If CONN in initial position and there is only one vf, then segment containing CONN is P, and previous sentence is Q.

(6) Omdat de verdachte niet eerder was veroordeeld, bleef de gevangenisstraf geheel voorwaardelijk.
‘Because the suspect had not been convicted before, the sentence was entirely probational.’

(7) Maar er zijn meer programma's die de moeite waard zijn en die toch niet worden bekeken. Omdat ze onvindbaar zijn tussen de ramsj.

‘But there are more [TV] programmes that are worth watching and still are not being watched. Because they are hard to trace among the rubbish.’

Other rules are used to determine whether the CONN is in initial position or not. In addition to examples (4, 6), examples (2, 8, 9) also illustrate cases of initial connectives.

(8) En omdat in Nederland de voertaal nog steeds het Nederlands is, worden de meeste schoolvakken ook in die taal gedoceerd.

‘And because Dutch is still the main language in the Netherlands, most subjects are taught in that language.’

(9) Ik vraag me wel af of het allemaal zal lukken. Vooral omdat het van het CDA komt.

‘I do wonder whether it will all succeed. Especially because the Christian Democrat Party came up with it.’

The adequacy of the in the end 21 heuristic rules was hand-checked on large samples of the data. At the outcome, 1.4% of the data were lost because one of the segments was missing or because none of the procedures could work out the identification of Q and P.  At the final outcome, we could identify the cause and consequence-segments for 14181 sentences.  Table 2 gives an overview of the syntactic distribution of the four connectives (type and ordering of Q and P). Four syntactic environments were distinguished, involving a preposed construction <Conn P Q.> as in examples (2, 4, 6, 8) above, and three medial constructions: <Q conn P.> corresponds to a construction in which Q and P are linked by a connective within the same sentence (e.g., examples 1, 3); <Q. Conn P.> corresponds to constructions in which the previous sentence functions as Q (examples 5, 7, 9); and <Prev Q conn P.> corresponds to constructions for which the Q-segment is semantically empty, thus requiring the previous sentence for the semantic interpretation.  This was typically the case for sentences like (10-11), in which the Q "dat komt" (litt. 'that comes') picks up the semantic information from the previous sentence and links it to the P-segment introduced by the connective.

(10) De Europese economie raakt hopeloos achterop bij de Amerikaanse en Japanse. Dat komt doordat Europa niet meedoet op nieuwe groeimarkten.

‘The European economy is falling hopelessly behind the American and Japanese economy. This is because Europe is not participating in new growth markets.’

(11) Nederland heeft godzijdank nog een mooi gevarieerd aanbod, en dat komt omdat de bestsellers de boeken met weinig verkoop subsidiëren.

‘The Netherlands, thank God, still has a rich and varied supply [of books], and this is because of bestsellers subsidizing the books that have lower sales.’

Table 2. Syntactic distribution of the connectives aangezien, doordat, omdat, want in the corpus.

	Connectives
	Q conn P.
	Q. Conn P.
	Prev Q conn P.
	Conn P Q.
	Total

	aangezien (‘since’)
	138 (56.10%)
	1 (0.41%)
	0 
	107 (43.5%)
	246

	doordat (‘because of the fact that’)
	610 (74.85%) 
	8 (0.98%) 
	81 (9.94%) 
	116 (14.32%)
	815

	omdat (‘because’)
	6465 (85.85%) 
	252 (3.35%)
	30 (0.40%) 
	784 (10.41%) 
	7531

	want (‘because’)
	3726 (66.67%) 
	1863 (33.33%) 
	0
	0
	5589

	Total
	10939 (77.14%)
	2124 (14.98%)
	111 (0.78%)
	1007 (7.10%)
	14181


Table 2 shows that only 7.1% of the sentences investigated belong to the preposed construction  type. However, important divergences exist between the connectives: want is never used in preposed position, omdat in 10.41% of the cases, and doordat in 14.32% of the cases, a figure which rises to 43.5% of the cases for aangezien. It is interesting to point out that this is in total agreement with previous small-scale corpus research on this matter (Degand, 2000, 2001, in press; Degand & Pander Maat, 2003, Renkema, 1996).

4.2 Semantic constraints on causal sequencing (LSA)

In a small-scale corpus analysis, Degand (2000) found that causal sequencing in Dutch is sensitive to discursive constraints of information flow in the discourse, i.e. "writers tend to organise their discourse in function of prior and upcoming topics of discourse" (Degand, 2000: 196).  To investigate this issue in a large-scale corpus, we propose to make use of LSA translating this question into the following hypotheses:

Hypothesis 1: The cosine between the P-segment and the prior sentence, and the cosine between the Q-segment and the subsequent sentence, should be higher for preposed constructions than for medial constructions.

Hypothesis 2: The cosine between the Q-segment and the prior sentence, and the cosine between the P-segment and the subsequent sentence, should be higher for medial constructions than for preposed constructions.

Table 3 displays the mean cosines resulting from the LSA-analysis. A series of ANOVAs were performed with syntactic construction (preposed or medial) as independent variable and influence of prior or upcoming topic of discourse as dependent variable. The results show that only part of hypothesis 1 is verified: in preposed constructions, the P-segment is semantically closer to the prior sentence than in medial constructions (F (1, 6291) = 14.32, p < 0.001). All other results are statistically non-significant.

Table 3.
Mean cosine between P and Q-segments and prior and subsequent sentences as a function of causal sequencing

	
	Cosine Prior & Q
	Cosine Prior & P
	Cosine Q & Subs.
	Cosine P & Subs.

	
	Mean
	SD
	Mean
	SD
	Mean
	SD
	Mean
	SD

	Preposed

(Conn P Q)
	0.172
	0.20
	0.187
	0.19
	0.158
	0.19
	0.160
	0.18

	Medial

(Q conn P)
	0.175
	0.20
	0.160
	0.19
	0.169
	0.20
	0.163
	0.19


5. Semantic environment of Dutch backward causal connectives (thematic text analysis)

In earlier work it was established that the four connectives under investigation occur in semantically divergent environments. Without going into specific terminological matters, most researchers agree that the four connectives differ from one another with respect to the degree of subjectivity they vehicle: doordat is used to express objective, factual information, typically non-volitional causal relations;  want is most subjective, being used preferably in opinion-argument contexts to express epistemic and speech-act relations; and omdat and aangezien take a position in between these two (Degand, 2001; Degand & Pander Maat, 2003; Pit, Pander Maat & Sanders, 1997; Pit, 2003).  

5.1 The semantic type of the Q-segment as a function of the connectives

Our aim here is to verify these prior results in a fully automatic way on the basis of our large corpus. This will be done by comparing the semantic environments in which these connectives occur in our corpus.  In order of increasing subjectivity, we have labelled these environments as follows:  fact,  intentional action, wishfulness, and opinion. 

To identify these semantic environments we used the thematic text analysis approach. We compiled a “dictionary” for the concepts fact,  action,  wishfulness and opinion. This dictionary consisted of a list of words (“lexical entries”) which can function as explicit indicators of these different semantic types.  For example, verbs and adverbs of opinion like  menen (believe), achten (‘estimate’), waarschijnlijk (‘probably’), bijzonder (‘particularly’), heel (‘very’), etc. for the opinion category.  The compilation of the lists was based both on our intuitions and earlier corpus analyses. These lists were then used to categorise the Q-segments as expressing objective or subjective information, or more precisely, as expressing a fact, opinion, wish or action. For example, a Q-segment was classified as expressing an opinion, as soon as it contained at least one word of the "opinion-list". With respect to the relationship between the semantic nature of the Q-segment and the four connectives under investigation, we formulated the following hypothesis:

Hypothesis 3: The Q-segments linked by the connective doordat contain factual words, the Q-segments linked by omdat contain action and opinion words, and the Q-segments linked by  aangezien and want contain opinion words.

The data gathered by the thematic analysis were analysed with a series of ANOVAs with the connectives as independent variable and the presence or absence in Q of one of the lexical entries  as dependent variable. Results show that the four connectives do significantly differ from one another when the Q-segment expresses an opinion (F (3, 14177) = 28.10; p < .0001), when it expresses wishfulness (F (3, 14177) = 6.86; p < .0001), when it expresses an action (F (3, 14177) = 15.96; p < .0001), and when it expresses a fact (F (3, 14177) = 29.24; p < .0001). The mean proportions of Q-segments containing at least one lexical entry  are given in Table 4. For instance, 0.10 doordat-Q's (10%) contain at least one factual word, while 40% of the want-Q's contain at least one opinion word.  These results clearly show that our third hypothesis is borne out.  Doordat ('because of the fact that') co-occurs significantly more with factual segments than the other connectives, omdat ('because') co-occurs significantly more with action segments, and the connectives want ('because') and aangezien ('since') occur significantly more with opinion segments. 

Table 4. Mean number of Q-segments containing at least one lexical entry from the ´dictionary´.

	
	FACT
	ACTION
	WISH
	OPINION

	
	mean
	SD
	mean
	SD
	mean
	SD
	mean
	SD

	aangezien (N=246) 
	0.03
	0.18
	0.15
	0.36
	0.008
	0.09
	0.37
	0.48

	doordat (N=815)
	0.10
	0.30
	0.10
	0.30
	0.018
	0.13
	0.31
	0.46

	omdat (N=7531) 
	0.03
	0.18
	0.19
	0.39
	0.016
	0.03
	0.33
	0.47

	want (N=5589)
	0.03
	0.19
	0.16
	0.37
	0.027
	0.16
	0.40
	0.49


While these results confirm our prior findings, we believe that they could still be enhanced.  We are indeed using a limited list of lexical entries as indices for the segments’ modalities.    Two additional options are envisaged in the near future to “enrich” this decision with semantic information provided by an LSA analysis. 

The first one consists in calculating the nearest neighbours (Bestgen, 2002) of  the lexical entries and to add these to the dictionary, if they appear to be adequate, thus arriving at a more complete list.   The second option is closer to a classical LSA analysis. Instead of looking for the presence or absence of a given lexical entry, say mening ('opinion'), as an indicator of the category opinion; one would calculate the semantic proximity between the word mening and the segments related by the four connectives. If the segment shows high semantic proximity with the word mening, it would be categorized as an opinion-segment (even if the word mening itself is missing).

5.2 Linguistic markers of subjectivity (thematic text analysis)

As already mentioned, the results given in the previous section seem to confirm the hypothesis put forward in Degand and Pander Maat (2003) that the Dutch backward connectives are scaled on a continuum of subjectivity (in their terms "Speaker Involvement") as ordered in (12).

(12) doordat < omdat < aangezien < want 

In this section we would like to have a look at an additional linguistic marker of subjectivity, namely personal pronouns (Degand & Pander Maat, 2003; Pit, 2003). Personal pronouns refer to a (conscious) participant in the (causal) event, hence objective (non-volitional) connectives like doordat should be characterised by an absence of personal pronouns, while more subjective connectives should co-occur with personal pronouns (Hypothesis 4).  Since first-person pronouns are the primary explicit means for the speaker to express his/her opinion and actions, subjective connectives should co-occur more with first-person pronouns than more objective connectives (Hypothesis 5). 

Hypothesis 4: Subjective connectives should co-occur more with personal pronouns than objective connectives.

Hypothesis 5:  Subjective connectives should co-occur more with first-person pronouns and less subjective connectives more with third-person pronouns.

We performed a thematic text analysis using a dictionary with nominative personal pronouns as lexical entries. Results of an ANOVA analysis with the connectives as independent variable and the presence or absence of (nominative) personal pronouns in Q shows that hypothesis 4 is borne out (F (3, 14177) = 80.58; p < 0.0001): doordat-segments have the least personal pronouns, followed by aangezien, omdat and want. 

Table 5 displays the distribution of first-person and third-person pronouns in the Q-segments of the four connectives
.  While these results are statistically significant (χ² = 18.664, df = 3, p < 0.001), they do not straightforwardly confirm hypothesis 5. As a matter of fact, all connectives co-occur more with third-person pronouns than with first-person pronouns.  Nevertheless, the proportion of want-segments containing a first-person pronoun is higher (37.9%), which would confirm that want is the most subjective connective and indicate that the three other connectives tend more towards the objective side of the cline.

Table 5. 
Distribution of first- person and third-person pronouns in Q-segments related by connectives.

	
	1st-person
	3rd-person
	Total

	aangezien 
	11 (26.8%)
	30 (73.2%)
	41

	doordat 
	27 (30.0%)
	63 (70.0%)
	90

	omdat 
	397 (30.2%)
	917 (69.8%)
	1314

	want 
	497 (37.9%)
	816 (62.1%)
	1313

	Total
	    932            
	  1826
	2758


5.3 Perspective shift (LSA)

Now that we have confirmed that the four connectives under investigation do diverge semantically from one another, and that this divergence can indeed be measured in terms of subjectivity as put forward by various authors, we would like to investigate a final point. There are a number of claims in the literature that some connectives co-occur with perspective shifts between the causal segments, while others do not. Perspectivisation accounts for the fact that there are more sources of information than the speaker alone, i.e. that the text is polyphonic. In relation to our connectives, perspectivisation has been claimed to play a role in the meaning differences between want (introducing a perspective shift) and omdat (no perspective shift). However, the various corpus studies on this matter have not univocally confirmed this hypothesis (Degand, 1998, 2001; Oversteegen, 1997; Pit, Pander Maat & Sanders, 1997; Spooren & Jaspers, 1990).  We would like to explore this matter further by comparing the semantic tightness of the segments related by our connectives.  This will be done by calculating the semantic proximity between Q and P for each of the connectives. Our hypotheses are as follows:
Hypothesis 6: The cosine between Q and P related by monophonic connectives (omdat, doordat, aangezien
) should be higher than the cosine between Q and P related by polyphonic connectives (want).

Hypothesis 7: The cosine between the prior sentence and the subsequent sentence should be higher for monophonic connectives than for polyphonic connectives.

Table 6.
Mean cosine per connective between the causal segments, and between the prior and subsequent sentences.
	
	Cos. Q & P
	Cos. Prior Subsequent 

	
	Mean
	SD
	Mean
	SD

	aangezien (N = 200)
	0.143
	0.17
	0.207
	0.21

	doordat (N = 644)
	0.154
	0.17
	0.187
	0.19

	omdat (N = 5691)
	0.137
	0.17
	0.182
	0.20

	want (N = 3974)
	0.120
	0.17
	0.150
	0.19


Table 6 displays the cosines resulting from the LSA-analysis. Two ANOVAs  were performed. The first one had the connectives as independent variable and the semantic proximity between the causal segments as dependent variable. It shows that hypothesis 6 is borne out (F(3, 10505) = 11.36, p < 0.0001): the causal segments related by the (monophonic) connective omdat are semantically closer than the segments related by the (polyphonic) connective want.  The results furthermore confirm our intuition that doordat and aangezien should be considered as monophonic connectives.  The second ANOVA, with the connectives as independent variable and the semantic proximity between the prior and subsequent sentences as dependent variable, confirms hypothesis 7 (F(3, 10505) = 25.75, p < 0.0001): the monophonic connectives aangezien, doordat and omdat go along with topic continuity (or at least semantic proximity) between the prior and subsequent sentence to the causal construction, while this is less the case for the connective want. To confirm that these results are indeed related to the issue of perspectivisation, we would like to complete this LSA-analysis with a thematic text analysis to test for the presence vs. absence of perspective indicators. This would be done on the basis of a dictionary of perspective-indicating elements (Spooren, 1989) such as intensifiers, emphasisers, attitudinal nouns and adjuncts, etc. (Caenepeel, 1989).

6. Conclusion

We used Thematic Text Analysis and Latent Semantic Analysis to corroborate findings from hand-based corpus studies that various Dutch backward causal connectives can be described in terms of subjectivity. We found that in preposed constructions (conn P Q) the semantic proximity between P and the previous segments was higher than between P and the following segments. We also found that objective connectives occur more frequently with factual segments, and subjective connectives with opinionating segments. A further finding was that the most subjective connective, want, occurs more often with first-person pronouns than any of the other connectives under investigation, whereas more objective connectives occur more often with third-person pronouns. A final finding was that the semantic proximity was higher in objective constructions than in subjective constructions, and that the truly polyphonic connective want involves a stronger thematic break. 

This study is important for a number of reasons. The first is that we used a large corpus to study the behaviour of connectives in natural discourse. The second is that we corroborated findings from earlier studies based on hand-made analyses using fully automated analyses. All in all we believe that the research reported in this paper makes a significant step towards the automatic analysis of connectives in natural discourse. In the future we intend to extend our analysis in order to find out whether we can identify the different discursive environments of different causal connectives, so that we may further our insight into the nature of these connectives. 

References

Berry, M.W. (1992). Large scale singular value computation, International Journal of Supercomputer Application,  6, 13-49.

Berry, M.. Do, T., O'Brien, G., Krishna, V. & Varadhan, S. (1993). SVDPACKC: Version 1.0 User’s Guide, Tech. Rep. CS-93-194, University of Tennessee, Knoxville, TN, October 1993.
Bestgen, Y. (2002). Détermination de la valence affective de termes dans de grands corpus de textes. In Actes du Colloque International sur la Fouille de Texte CIFT'02 (pp. 81-94). Nancy: INRIA.

Bestgen, Y. &  Cabiaux, A.F. (2002). L'analyse sémantique latente et l'identification des métaphores. In Actes de la 9ème Conférence annuelle sur le traitement automatique des langues naturelles (pp. 331-337). INRIA, Nancy.

Caenepeel, M. (1989). Aspect, temporal ordering and perspective in narrative fiction. Doctoral Dissertation University of Edinburgh. 

Daelemans, W., Zavrel, J., Berck, P. & Gillis, S. (1996). MBT: A Memory-Based Part of Speech Tagger-Generator.  In E. Ejerhed & I. Dagan (Eds.), Proceedings of the Fourth Workshop on Very Large Corpora, Copenhagen, Denmark (pp. 14-27).

Deerwester S., Dumais S.T., Furnas G.W., Landauer T.K., Harshman R. (1990). Indexing by Latent Semantic Analysis. Journal of the American Society for Information Science, 41, 391-407.

Degand, L. (1996). A Situation-based Approach to Causation in Dutch with Some Implications for Text Generation, Doctoral dissertation, Université Catholique de Louvain.

Degand, L. (1998). Het ideationele gebruik van want en omdat: een geval van vrije variatie? Nederlandse Taalkunde, 4, 309-326.

Degand, L. (2000) Contextual constraints on causal sequencing in informational texts. Functions of Language, 7 (2), 173-201.

Degand, L. (2001). Form and Function of Causation. A theoretical and empirical investigation of cusal constructions in Dutch.  Leuven, Paris, Sterling: Peeters. Studies op het gebied van de Nederlandse taalkunde 5.

Degand, L. (in press). De l’analyse contrastive à la traduction: le cas de la paire puisque - aangezien. In G. Williams (Ed.) Actes des deuxième journées de linguistique de corpus. P.U.R.

Degand, L. & Pander Maat, H. (2003). A contrastive study of Dutch and French causal connectives on the Speaker Involvement Scale. In A. Verhagen & J. van de Weijer (Eds.), Usage-based approaches to Dutch. Utrecht: LOT. 

Landauer, T.K., Foltz, P.W. & Laham, D. (1998).  An introduction to Latent Semantic Analysis. Discourse Processes, 25 (2-3), 259-284.

Lebart, L. Salem, A. & Berry, L. (1998). Exploring textual data. Kluwer Academic Publisher.

Oversteegen, L. (1997). On the pragmatic nature of causal and contrastive connectives. Discourse Processes, 24, 51-86.

Pander Maat, H. & Degand, L. (2001). Scaling causal relations and connectives in terms of Speaker Involvement. Cognitive Linguistics, 12 (3), 211-245.

Pit, M., Pander Maat, H. & Sanders, T. (1997). ‘Doordat’, ‘omdat’ en ‘want’. Perspectieven op hun gebruik. Taalbeheersing, 19 (3), 238-251.

Pit, M. (2003). How to express yourself with a causal connective. Subjectivity and causal connectives in Dutch, German and French. Amsterdam etc.: Rodopi. 

Popping, R. (2000). Computer-assisted text analysis. London: Sage.

Renkema, J. (1996). Cohesion analysis and information flow: The case of ‘Because’ versus ‘'because’. In C. Cremers & M. d. Dikken (Eds.), Linguistics in the Netherlands 1996 (pp. 233-244). Amsterdam etc.: Benjamins.

Spooren, W. (1989). Some aspects of the form and interpretation of global contrastive coherence relations. Unpublished Dissertation, K.U. Nijmegen.

Spooren W. & Jaspers, J. (1990). Tekstoperaties en tekstperspectieven. Gramma, 14, 195-220.

van den Bosch, A. & Daelemans, W. (1999). Memory-based morphological analysis. In Proceedings of the 37th Annual Meeting of the Association for Computational Linguistics, ACL’99 (pp. 285-292). New Brunswick, NJ: ACL.



Cos. = 0	   	       Cos. > 0		Cos. = 1                        











� Yves Bestgen and Liesbeth Degand are research fellows of the Belgian National Fund for Scientific Research (FNRS).  This research was supported by grant n° FRFC 2.4535.02. We are very grateful to two anonymous reviewers from the MAD'03 reviewing committee for valuable comments and suggestions on a prior version of this paper. We would also like to thank Mike Hannay (VU, Amsterdam) for correcting our English.


� We used the year 1997 of "De Volkskrant" a Dutch national daily newspaper. The corpus is distributed on CD-rom.


� We gracefully acknowledge the help of Antal van den Bosch of the ILK Reserach Group, Tilburg University, for his help in lemmatizing and tagging the corpus.


� For concepts expressed by closed grammatical classes it is possible to build an exhaustive dictionary. For open class concepts, however, an exhaustive list is hard to realise so that one must be content with only part of the relevant words.


� More information on LSA can be found on the following website: http://LSA.colorado.edu


� The elimination of this list of words is justified by the fact that they are both very frequent and occur in all kind of contexts. 


� Segments containing both a first-person and a third-person pronoun were left out of the analysis.


�  While we can build on prior research to classify omdat as being monophonic and want to be polyphonic, we do not have any prior research results concerning this matter for doordat and aangezien. However, in view of the preliminary results displayed in sections 5.1 and 5.2 we would hypothesise that these two connectives are both monophonic.
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